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Abstract—Wireless networks continuously generate
mobility traces through device associations with access
points (APs), forming sequential patterns that can
uniquely characterize user behavior. This raises sig-
nificant privacy concerns, as such patterns enable de-
vice re-identification even when explicit identifiers are
removed. Existing privacy mechanisms predominantly
focus on anonymizing identifiers, overlooking informa-
tion leakage contained in mobility dynamics. In this
work, we analyze an stochastic association mechanism
that introduces controlled randomness into the AP
selection process to reduce the identifiability of mo-
bility traces. The mechanism perturbs transition pat-
terns while preserving realistic connectivity behavior
and allows tuning to balance privacy and utility. We
evaluate the approach using real mobility traces from
approximately 18 500 devices. In the baseline set-
ting, sequence-based re-identification attacks achieve
a top-10 accuracy of 26%. When applying the pro-
posed stochastic roaming mechanism, this accuracy
decreases to 1% in a controllable manner. These re-
sults demonstrate that shaping the association pro-
cess constitutes an effective and practical strategy to
mitigate mobility-based identification risks, moving
beyond identifier obfuscation toward protecting the
structural information embedded in wireless mobility
traces.

Index Terms—wireless networks, mobility privacy,
differential privacy

I. INTRODUCTION

Wireless networks have become a fundamental compo-
nent of modern digital infrastructures, providing continu-
ous connectivity across campuses, enterprises, and urban
environments [1]. In these settings, devices associate with
multiple access points (AP) as users move through space.
As a result, network infrastructures continuously generate
large volumes of mobility-related data in the form of
AP association logs, which reflect the spatiotemporal
behavior of connected devices [2].

While such data is essential for network management,
optimization, and security monitoring, it also raises sig-
nificant privacy concerns. Even when explicit identifiers
such as MAC addresses or user identities are removed
or pseudonymized, mobility traces may still reveal dis-
tinctive behavioral patterns [3], [4]. Prior studies have
shown that sequences of visited locations can act as strong
behavioral fingerprints, enabling adversaries to re-identify
devices or link anonymized traces to previously observed
mobility profiles [5], [6].

Existing privacy mechanisms in wireless networks pri-
marily focus on hiding device identifiers. A prominent
example is MAC address randomization, which prevents
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long-term tracking by periodically changing the device
identifier visible to the infrastructure [7]. However, these
approaches do not address the information contained in
the mobility patterns themselves. As a consequence, an
adversary with access to mobility data may still perform
behavioral matching attacks based on the similarity of
user activity [8] even under MAC address randomization.

Prior work has shown that human mobility traces are
highly distinctive due to their regularity and sparsity, en-
abling the identification and re-identification of users even
from a small number of observations [2]-[4], [9]. Building
on this insight, subsequent studies have demonstrated
that sequences of locations or related signals can act
as behavioral fingerprints, allowing adversaries to match
anonymized traces to previously observed user profiles [5],
[6]. In wireless networks, such mobility patterns naturally
arise from device associations with APs, exposing fine-
grained spatiotemporal information that can be collected
through infrastructure logs or passive monitoring. In
particular, profile-based attacks exploit recurring user
behavior to link new, unseen traces to known identities
[8], illustrating how mobility patterns can serve as reliable
behavioral fingerprints. Existing solutions, such as MAC
address randomization, primarily aim to obscure device
identifiers [7], but do not address the information leakage
inherent in mobility patterns. Although prior work has
explored controlling AP association decisions [10], [11],
these approaches focus on performance objectives (e.g.,
throughput or load balancing) rather than privacy, leav-
ing this aspect unaddressed.

In this work, we investigate the privacy benefits of mod-
ifying the association process in WLANs. The studied
mechanism, instead of selecting the next AP according
to the device’s default policy, we analyze the a stochastic
association mechanism that perturbs transition patterns
between APs. This controlled randomization reduces the
identifiability of mobility traces while preserving realistic
network behavior. We formalize this mechanism as a
probabilistic transition model and analyze its privacy
guarantees under a local differential privacy framework,
highlighting the trade-off between privacy protection and
trace fidelity. To evaluate its effectiveness, we apply the
mechanism to real mobility traces derived from network
logs and assess its robustness against sequence-based re-
identification attacks, showing a significant reduction in
attack accuracy.

The main contributions of this work are as follows:

o We analyze the privacy risks associated with mobility
traces derived from wireless association logs and
demonstrate the effectiveness of sequence-based re-
identification attacks.

o We analyze how stochastic perturbation of AP tran-
sitions reduces the identifiability of mobility pat-



terns, and quantify the resulting privacy gains under
a local differential privacy framework.

o We evaluate the privacy and utility trade-offs of the
proposed approach using real-world mobility traces
from a campus wireless network, by simulating the
effect of the mechanism on observed association se-
quences.

II. DATASET

This section describes the dataset used in this study
and the preprocessing steps applied to reconstruct de-
vice mobility traces from RADIUS [12] accounting logs
collected in a campus WLAN. We first present the data
collection process, then describe the preprocessing step
used to extract mobility sequences, and finally report the
main statistics of the resulting dataset.

A. Data Collection

The dataset used in this study was collected from
the eduroam wireless network deployed at the Univer-
sidad Carlos III de Madrid (UC3M). The network in-
frastructure records authentication and accounting events
through a RADIUS server, which maintains logs of device
associations with APs.

Fach time a device associates or re-associates with an
AP, an accounting record is generated by the RADIUS
server. In addition to these association events, the server
periodically updates the status of connected devices
through accounting messages generated at intervals of at
most 15 minutes. These periodic updates report that the
device remains connected to the same AP. Consequently,
user mobility across the network can be reconstructed.
In this setup, transitions between APs correspond to
mobility events and 15-minute updates correspond to
stationary periods.

Each RADIUS record includes a timestamp, a user
identifier, the MAC address of the device, and the MAC
address of the AP serving the device. For privacy and
ethical considerations, both the user identity and the
device MAC address were pseudonymized by the system
administrators using an MDb) hashing function before the
data was made available for analysis. This transformation
preserves the ability to consistently track device activity
over time while preventing the direct identification of
individual users or devices.

B. Data Preprocessing

To focus on realistic user mobility, the analysis is
restricted to devices whose behavior is consistent with
user-carried equipment. First, we remove devices that
remain associated with a single AP throughout the en-
tire observation period, as these typically correspond
to stationary infrastructure such as printers, sensors, or
fixed workstations. Additionally, we filter out devices that
exhibit predominantly long stationary intervals (around
15 minutes) relative to short transition intervals, since
user-carried devices are expected to alternate between
movement and shorter association periods across multiple
locations.

After applying these preprocessing steps, the dataset
is reduced from 19 326 to 18 571 devices, removing 755
static devices, which account for only 4% of the dataset.

Statistic Value
# Records 5 360 870
# Days 30
# APs (across 7 buildings) 285

.. . Per day (avg.) 12.28
Visited APs per device Per week (avg.) 9548

. g . Per day (avg.) 2.83
Visited buildings per device Per week (avg.) 3.04

TABLE I: Summary statistics of device mobility in the
dataset.
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Fig. 1: Time connected vs. number of STP tuples, binned
by device-day. Percentages above points indicate bin
support.

C. Dataset Statistics

After preprocessing, the dataset consists of mobility
traces capturing sequences of AP associations for a set of
pseudonymized devices that are likely mobile. Each trace
is represented as a sequence of spatiotemporal tuples
(STP), where each tuple specifies the serving AP and the
corresponding association interval.

The dataset spans 30 days of observations collected
from the campus wireless infrastructure, during which
we identified 18,571 distinct devices. The deployment
includes 285 APs distributed across 7 buildings, cover-
ing the main academic and administrative areas of the
university.

Table I summarizes key mobility statistics. On average,
devices connect to 12.28 APs per day and 25.48 per
week, indicating frequent transitions at the access point
level. However, this mobility is more constrained at the
spatial level: devices visit only 2.83 buildings per day and
3.94 per week on average, out of a total of 7 buildings
in the campus. This suggests that, while users exhibit
high variability in AP associations, their movement across
buildings remains relatively limited, reflecting repetitive
mobility patterns.

Figure 1 illustrates the relationship between connection
duration and the number of STPs per device-day, where
each STP corresponds to an association log.

As expected, the number of STPs increases with con-
nection time. Notably, a substantial portion of the dataset
(65.0%) corresponds to devices connected between 0 and
4 hours, which generate around 40 STPs on median. This



indicates that a large fraction of users produce mobility
traces of moderate length, containing a non-negligible
amount of spatiotemporal information. Variability across
users is reflected in the interquartile range, which widens
for longer connection durations.

From a privacy perspective, longer connection du-
rations increase exposure by providing richer mobility
traces, thereby improving the likelihood of successful
identification by an attacker.

III. THREAT MODEL

The open and distributed operation of WLANSs in-
herently exposes communication patterns to observation,
enabling a broad range of security and privacy threats,
including eavesdropping, spoofing, and rogue APs [13],
[14]. Even when strong cryptographic protections are in
place, adversaries can still extract sensitive information
by passively observing network activity. In particular, a
sniffing adversary can collect sequences of AP associations
over time and infer mobility patterns from these traces.
[15] Such patterns may enable the identification, tracking,
or profiling of users, revealing the real identity of the
device owner.

In this work, the threat model considers an adversary
capable of observing WLAN association requests, which
correspond to the sequence of Basic Service Set Identifiers
(BSSIDs) to which a device connects over time. These
association events form a temporal sequence that reflects
the mobility behavior of the device within the network
coverage area. The adversary’s objective is to link short
observed snippets of activity to the device that generated
them.

The attacker is assumed to possess historical traces
from a large number of devices in the network. Such
traces may be obtained through previously collected net-
work logs, monitoring infrastructure, or partial access to
network management systems. Using this historical data,
the adversary constructs behavioral profiles that capture
the typical mobility patterns of each device, represented
as sequences of AP associations over time. To emulate
this setting, we partition the dataset on a per-user basis
using a temporal split, where earlier days are used to build
the attacker’s knowledge and later days are reserved for
evaluation.

When a new sequence of associations is observed, the
adversary attempts to determine the originating device
by comparing the observed snippet with the stored pro-
files. This comparison may be performed using similar-
ity measures, probabilistic models, or machine learning
techniques that evaluate how likely the snippet is to have
been generated by each candidate device. The devices are
then ranked according to this likelihood, and the most
probable candidate is selected as the predicted origin of
the observed activity.

Importantly, the attacker does not rely on explicit
identifiers (e.g., MAC addresses) for re-identification. In-
stead, such identifiers are only used to associate observed
network activity with a single device, thereby enabling
the extraction of behavioral patterns that serve as the
basis for re-identification. As noted in [16], Android de-
vices employ persistent MAC randomization by default,
meaning that the same pseudonymous MAC address is

used for a given network. This behavior facilitates long-
term tracking and the collection of mobility data. Prior
work on mobility trace analysis has shown that such
patterns often exhibit strong regularity and uniqueness,
making them a powerful basis for re-identification, even
when explicit identifiers are removed from the released
data [17].

IV. METHODOLOGY
A. Sequence Representation

Given a dataset of traces capturing device associations
with different APs as users move through the network,
each device can be represented as a spatiotemporal se-
quence of association events. Formally, for a given device
d, we define a sequence

., ar) (1)

where a; € A denotes the AP associated with the device
at time step ¢, and A represents the set of all APs in the
network. These sequences capture the mobility patterns
of users within the network infrastructure.

As described in the threat model, given a collection
of historical sequences from multiple devices, the goal
of the attacker is to identify which device generated an
observed subsequence of associations. In practice, the
attacker observes a snippet of length L from an unknown
device and attempts to match it against the historical
behavioral profiles of known devices.

Sq = (a1,aq,..

B. Identification Attacks

In this work, we evaluate two identification attacks that
exploit the regularity of device mobility patterns.

o n-gram attack. This attack builds from the trace of
a device 1 the frequency of subsequences of length n
(i.e., n-grams) observed in its historical trajectory.
Intuitively, these n-grams capture recurring local
patterns in device mobility. Given a query snippet,
the attacker extracts its n-grams and compares them
with the stored profiles of all candidate devices using
a similarity measure, (e.g., cosine similarity), follow-
ing an approach similar to [6]. The device whose
profile is most similar to the query is selected as the
predicted identity.

o« Markov likelihood attack. This attack models
each device as a first-order Markov process over APs.
For each device, the attacker estimates a transi-
tion probability matrix from the previously observed
traces, capturing how likely it is to move from one
AP to another. Given a query sequence, the at-
tacker computes the likelihood of the sequence under
each device-specific Markov model. The device whose
model assigns the highest likelihood to the observed
sequence is selected as the predicted identity. This
approach is motivated by prior work showing that
transition dynamics capture a significant fraction of
the identifying information in mobility traces [17],
[18].

To illustrate the identification process, consider an at-

tacker with historical mobility traces from three devices:

e dy: frequently transitions between AP, — AP; —
AP,



o do: frequently transitions between AP, — AP; —
APg

o d3: moves more heterogeneously, AP, — APs — AP,

Then attacker, observes a query snippet:

q = (APl, APg)

and aims to infer which device most likely generated
it.
n-gram attack example. In this attackAssume n = 2
(bigrams). The attacker represents each device by the set
(or frequency profile) of observed bigrams and compares
them with the query:
e dy: contains the bigram (AP, AP3) as part of a
frequent pattern — high similarity
e dg: no observed transition (APy, AP3) — low simi-
larity
e d3: shares the starting point AP; but not the tran-
sition to AP3 — medium similarity
Thus, the query directly matches a characteristic bi-
gram of dy, while it is absent or only weakly related to
the other devices. As a result, d; obtains the highest
similarity score, and the query is attributed to d;.
Markov likelihood attack example. In this other
scenario, the attacker models each device as a first-order
Markov chain by estimating transition probabilities and
evaluates the likelihood of the query:
e dy: For this device, P(AP; | AP;) is high due to
frequent observations, resulting in high likelihood
e do: On the other hand, transition AP; — APj5 is not
observed for this device, resulting in low likelihood
o d3: For a more mobile device, transition AP, — AP;
may exist but with low frequency, resulting in a
medium likelihood
Consequently, the likelihood of observing g under d;’s
model is significantly higher than under the other models.
The attacker therefore selects d; as the most likely source.

C. Evaluation Metrics

To evaluate the effectiveness of the identification at-
tacks, we measure how accurately an attacker can asso-
ciate an observed sequence with the correct device. Given
a query sequence, the attacker computes a score for each
candidate device and produces a ranked list of devices
ordered from the most to the least likely identity.

e Top-k accuracy. Top-k accuracy measures the frac-
tion of queries for which the correct device appears
within the top k positions of the ranked candidate
list. Let Q denote the set of query sequences, and
let rank(q) be the position of the correct device for
a query g. The metric is defined as

Top-k = — > 1[rank(q) < k],

1

1Ql =2
where 1[-] is the indicator function, which equals 1
if its argument is true and 0 otherwise [19]. This
metric captures the attacker’s ability to narrow the
identification to a small set of k candidate devices,
even when the exact match is not ranked first.

« Random baseline. To contextualize the attack
performance, we compare the results with a ran-
dom baseline in which the attacker ranks devices

uniformly at random. Let N be the total number
of candidate devices. Under random ranking, the
probability that the correct device appears within
the first k positions is

Top-krard = |

P N
This baseline provides a lower bound for identifi-
cation performance and assess whether the attacks

significantly outperform random guessing.

V. PRIVACY-PRESERVING ASSOCIATION MECHANISM

Now, we present the proposed privacy-preserving as-
sociation mechanism. We first describe how controlled
randomness is introduced into the AP selection process,
and then formalize the mechanism as a stochastic transi-
tion model governed by the privacy parameter . Finally,
we analyze its privacy guarantees under local differential
privacy.

A. Mechanism Quverview

The identification attacks described previously exploit
the regularity of user mobility patterns. This is because,
as already shown in table I device owners tend to visit a
limited set of locations, producing repeatable spatiotem-
poral fingerprints that can be used to re-identify devices
from short sequences of association events.

To mitigate this risk, we analyze the privacy benefits
of a stochastic association mechanism that injects con-
trolled randomness into the AP selection process. At each
association event, the device first determines the intended
next AP according to its default policy; however, instead
of following this choice deterministically, it samples a
released next AP from a candidate set of feasible alterna-
tives. This approach departs from standard association
policy, in which a device associates with the AP that
maximizes a connectivity metric, such as received signal
strength [20]. While this policy is effective at maximizing
performance, repeatedly following this deterministic rule
results in highly stable and distinctive mobility traces.

Figure 2 illustrates the studied privacy-preserving asso-
ciation mechanism and its impact on the observed mobil-
ity trace. A device d; naturally follows a sequence of AP
associations (blue trajectory), determined by the default
network selection policy. Under or proposed mechanism,
instead of directly exposing this sequence, the mechanism
introduces controlled randomness (tagged with a ¢) by
selecting, at each step, an alternative AP from a set
of feasible candidates (orange trajectory). These candi-
dates correspond to nearby and contextually plausible
associations, ensuring that the resulting trace remains
realistic. As a result, the reported sequence no longer de-
terministically reflects the true mobility path but rather
a perturbed trajectory that preserves local consistency.
From the attacker’s perspective, this altered trace induces
ambiguity: while it remains structurally valid, it can
correspond to multiple plausible underlying trajectories,
thereby reducing the ability to reliably link or identify
users.
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only an obfuscated trace when the mechanism is applied.

B. Stochastic Transition Model

Following the sequence representation described in
equation (1), for a given AP z, the device exhibits a
natural transition behavior captured by P(y | x), which
represents the likelihood of moving to a next AP y.

In the default operation, b € C(z) is the AP selected by
the default policy as the next connection, while y € C(x)
denotes the AP that is ultimately chosen after applying
the mechanism. Here, C(z) corresponds to the set of
feasible next APs from the current AP z.

The Generalized randomized response is a standard
mechanism in differential privacy. It outputs the true
value with a probability controlled by the privacy param-
eter €, and an alternative value otherwise. In our setting,
this mechanism is applied over the candidate set C(z),
producing the following distribution:

€

eI 1 ify =95
Pr[M,(b) = y] = i .
MOy =0l = s v e @\
0 if y ¢ C(x)

where

e b is the intended next AP,

o C(x) is the set of candidate feasible next associations

from AP z,

|C(z)| denotes the cardinality of the candidate set

C(a),

e € > 0 is the privacy parameter controlling the level
of randomization introduced by the mechanism.

In practice, the candidate set C(x) is built from mo-
bility statistics and includes transitions that satisfy the
following criteria:

e Minimum support: transitions whose empirical
probability exceeds a threshold 7,. This filters out
rare or noisy associations that are unlikely to reflect
stable mobility behavior.

+ Temporal proximity: transitions that occur within
a temporal threshold 7;. This ensures that only as-
sociations corresponding to realistic movement pat-
terns are included, excluding transitions that are
temporally implausible or induced by large AP cov-
erage areas.

o Reachability constraint: we further restrict the
candidate set to transitions that are directly accessi-
ble from x. Concretely, we consider the intersection
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Fig. 3: Candidate set size as a function of the minimum
support threshold 7, and the temporal threshold 7 (in
minutes). The color scale is logarithmic.

between APs observable from z and those reachable
from the intended AP b. This ensures that alterna-
tive associations remain physically and contextually
plausible.

The parameters 7, and 7, jointly determine the struc-
ture and size of the candidate set. As illustrated in
Fig. 3, smaller values of 7, and larger values of 7y lead
to larger candidate sets, that represent noisy transitions.
In practice, selecting 7, in the range 0.025-0.05 provides a
good balance, effectively removing low-probability transi-
tions while stabilizing the number of candidates. For the
temporal threshold, values of 77 in the range of 0.6-2 min-
utes are appropriate, as they capture realistic movement
between access points while excluding transitions that are
unlikely to correspond to actual mobility.

Importantly, the applicability of the mechanism de-
pends on the size of the candidate set C(z). When C(z)
contains the intended AP b and at least one additional
feasible AP, the device can randomize its association
decision. In contrast, when C(x) = b, no alternative
association is available and the mechanism becomes de-
terministic. To quantify how often this arises, we measure
the fraction of traces and observed transitions for which
the candidate set is singleton. In our dataset, although
38.7% of traces contain in this sense, they account for
only 0.69% of observed transitions.

Under this formulation, the mechanism follows its orig-
inal association decision with high probability when ¢ is
large, concentrating probability mass on the intended AP
b. Conversely, as ¢ — 0, it approaches a uniform distri-
bution over C(z), increasing the likelihood of selecting
an alternative transition. This behavior is illustrated in
Fig. 4: for ¢ = 0.5, the distribution is nearly meaning
that the probability of choosing another AP increases,
whereas for ¢ = 4, it becomes sharply concentrated on
b. These examples highlight how, ¢ affects the trade-
off between preserving natural mobility behavior and
enhancing privacy of the resulting traces.

C. Differential Privacy Analysis

We analyze the privacy guarantees of the proposed
stochastic association mechanism within the framework
of differential privacy. The goal is to limit an adversary’s
ability to infer the intended association decision from the
observed sequence of transitions. Informally, differential
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Fig. 4: Distribution induced by the stochastic association
mechanism for different privacy levels for a candidate
set of 6 APs. Lower € produces a flatter, near-uniform
distribution over the candidate set. Higher ¢ concentrates
probability mass on the intended association b, preserving
sequential structure.

privacy requires that the output of a mechanism remains
statistically similar when its input changes [21].

a) Local Differential Privacy: A randomized mech-
anism M satisfies e-local differential privacy if, for any
pair of possible inputs b and o', and any output y,

Pr{M(b) = y] < e Pr{M(¥') = y]. 2)

Local differential privacy shifts the trust model from a
centralized curator to the data source itself [22], requiring
that each user perturbs their data before it is observed.
This aligns naturally with our setting, where association
decisions are generated at the device level and can be
randomized locally before being exposed to the network.

In this context, the mechanism ensures that the prob-
ability of observing a connection to AP y is similar
regardless of whether the intended association was b or o'.
As a result, a passive observer cannot reliably infer the
intended AP from the released association.

b) Privacy guarantee: The proposed mechanism in-
duces a distribution over the candidate set C(z) that
favors the intended AP b while assigning non-zero proba-
bility to all alternatives. To quantify its privacy guaran-
tees, we compare the outputs generated by two possible
intended associations b and ', both in C(z).

The distinguishability between these two cases is cap-
tured by the likelihood ratio between the corresponding
output distributions. This ratio is maximized in the
worst-case scenario, when the released AP coincides with
one of the intended associations (i.e., y = b):

6

_EFC@IL .

e + |C’(m)| -1

This matches the bound in (2), showing that the
mechanism satisfies e-local differential privacy.
¢) Sequence-level privacy: The mechanism is applied
independently at each association event in the mobility
sequence. Consider a sequence of L associations,

S = (a17a27"'aaL)'



Since each transition is privatized independently using
the same mechanism, the overall privacy loss across a se-
quence follows from the sequential composition property
of differential privacy [23]. If each association decision
satisfies e-local differential privacy, then the cumulative
privacy loss for a sequence of length L is bounded by

€seq < Le.

Overall, this mechanism provides a principled and
tunable approach to obfuscating the underlying mobility
pattern at the source, reducing the risk of re-identification
while maintaining realistic and locally consistent associ-
ation behavior.

VI. RESULTS

Now, we analyze the re-identification risk in WLAN
association traces and evaluate the effectiveness of the
privacy mechanism presented in previous section. We first
establish a baseline by quantifying how easily devices can
be identified without any protection. We then examine
how the privacy parameter ¢ affects attack performance,
and measure how perturbation impacts the fidelity of
mobility traces.

A. Baseline linkability

First, we evaluate the effectiveness of the identification
attacks in the absence of any private mechanism. This
baseline scenario reflects the current operational setup of
the network, where devices associate with APs according
to their natural mobility patterns.

Table II shows the identification accuracy of the two
attacks described earlier: the m-gram similarity attack
and the Markov likelihood attack. We evaluate both
methods using snippets of length L € {20,30,50} as-
sociation events. As outlined in Section III, for each
snippet the attacker ranks all candidate devices based
on the likelihood or similarity that they generated the
observed sequence. Performance is then measured using
Top-k accuracy.

Attack  Topl (%) Top5 (%) Topl0 (%)
Snippet length L = 20

n-gram 3.55 8.34 11.44

Markov 4.12 10.35 14.27

Random 0.01 0.03 0.06
Snippet length L = 30

n-gram 4.58 10.41 13.99

Markov 5.23 13.48 18.33

Random 0.01 0.03 0.06
Snippet length L = 50

n-gram 7.24 14.69 19.02

Markov 8.41 19.93 26.16

Random 0.01 0.03 0.06

TABLE II: Device re-identification accuracy without
anonymization.

The results show that both attacks can re-identify
devices from relatively short mobility snippets, with ac-
curacy increasing as the snippet length grows. This trend
is expected, as longer snippets provide more information
about device mobility patterns. For instance, at L = 30,

the Top-10 accuracy reaches approximately 14% for the
n-gram attack and 18% for the Markov attack, while Top-
1 accuracy remains below 6%.

Although these Top-1 rates may appear low, they must
be interpreted relative to the size of the candidate space.
With N = 16,801 devices, random guessing yields only
1/N = 0.006% Top-1 accuracy. In contrast, even the best
observed Top-1 performance exceeds 8% (Markov, L =
50), representing a gain of several orders of magnitude
over random identification. Similarly, Top-10 accuracy
reaches up to 26%, compared to a random baseline of
10/N = 0.06%.

These results indicate that WLAN association traces
encode distinctive behavioral patterns that enable effec-
tive device re-identification from short observation win-
dows. Notably, the Markov attack consistently outper-
forms the n-gram approach, suggesting that first-order
transition dynamics already capture a substantial fraction
of the identifying information of the device.

B. Impact of the proposed mechanism

We now evaluate the impact of the privacy parameter
€ on re-identification attacks. To this end, we focus on
the Markov-based attack, as it consistently achieves the
highest accuracy across all snippet lengths.

Figure 5 shows Top-1, Top-5, and Top-10 re-
identification accuracy as a function of & for L €
{20,30,50}. The dashed horizontal lines indicate the
baseline (no protection), while the solid curves show the
performance under the proposed mechanism for different
values of e.

A consistent trend is observed across all evaluations:
accuracy decreases as € decreases. This reflects stronger
privacy, since lower € increases the level of perturbation
applied by the mechanism. In the limit ¢ — 0, the
transition distribution approaches a uniform distribution
over candidate APs, effectively removing distinguishable
sequential patterns. As ¢ increases, the distribution be-
comes more concentrated around the intended transi-
tions, restoring structure in the mobility traces and en-
abling higher re-identification accuracy.

Accuracy increases monotonically with e, but the dom-
inant factor is its interaction with snippet length. For
small L, accuracy remains relatively limited even at
higher e. For larger L, it increases sharply (e.g., Top-
10 ~24% for L = 50 at ¢ = 4), indicating that longer
sequences provide enough evidence to reliably distinguish
users.

This shows that privacy risk scales with sequence
length: even moderate € can lead to significant leakage
when observations are long enough. Lower ¢ mitigates
this by flattening transition probabilities and limiting
how much information accumulates across steps, whereas
higher € restores structure and enables effective matching.

C. Privacy-Utility tradeoff

The studied mechanism perturbs AP transitions at the
client side, directly affecting the sequence of associations
generated by the device. Accordingly, utility is defined in
terms of how closely the resulting perturbed traces follow
the intended mobility behavior, i.e., the sequence of asso-
ciations that would arise under the default connectivity-
driven policy. While the previous subsection characterized
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the privacy implications of this perturbation, it is equally
important to assess how much this intended behavior is
preserved after randomization. To this end, we evaluate
utility along two complementary dimensions: instance-
level trace fidelity and preservation of transition dynam-
ics.

Figure 6a shows the self-similarity J(i,4") between
each original trace and its perturbed counterpart as a
function of the perturbation parameter €. The similarity
is computed using Jaccard Similarity over the set of STPs.
We see that the similarity increases monotonically with
e, from values below 0.3 under strong perturbation to
approximately 0.7 at ¢ 4, indicating a progressive
recovery of the original spatiotemporal structure.

Figure 6b complements this analysis by measuring the
Jensen—Shannon divergence between the transition dis-
tributions of original and perturbed traces, JSD(P;, P;/),
a standard measure for comparing probability distri-
butions and detecting changes in time series dynamics
[24]. The JSD takes values close to zero when the two
distributions are similar, and increases as they diverge,
indicating larger differences in the underlying transition
dynamics. Consistent with the previous results, the di-
vergence decreases monotonically with €, indicating that

the transition dynamics are increasingly preserved as
perturbation weakens. Together, these results show that
the mechanism enables a smooth and controllable adjust-
ment of both trace-level fidelity and underlying mobility
structure.

Taken together with the privacy results presented ear-
lier, these findings highlight a clear privacy—utility trade-
off governed by e in the considered mechanism. Lower
values provide stronger privacy by distorting both trace
content and transition dynamics, leading to greater de-
viation from the intended connectivity-driven behavior.
Conversely, higher values better preserve the original
mobility structure and its underlying decision patterns,
but increase the risk of re-identification. This highlights €
as an effective tuning parameter for balancing privacy and
fidelity to the intended mobility behavior in downstream
applications.

VII. CONCLUSION

In this work, we analyzed the privacy enhancements
of a stochastic association mechanism that introduces
controlled randomness into AP selection to mitigate
mobility-based re-identification attacks in wireless net-
works. By perturbing transition patterns between APs,



such mechanisms reduce the distinctiveness of mobil-
ity traces while preserving realistic user behavior. This
directly targets the information leakage embedded in
association sequences, which remains even when explicit
identifiers are removed.

Our evaluation on real mobility traces shows that
increasing the perturbation parameter ¢ significantly de-
grades the effectiveness of sequence-based identification
attacks, while maintaining plausible connectivity pat-
terns. These results highlight the potential of shaping
the association process itself as a complementary privacy
mechanism, enabling a tunable privacy—utility trade-off
without relying solely on identifier obfuscation.
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