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Internet of Things (IoT) Mobile Network Aggregators (MNAs) are an increasingly successful paradigm for
providing ubiquitous mobile Internet connectivity for Smart Devices. They leverage the 4G/5G roaming
architecture offered by Mobile Network Operators (MNOs) worldwide to offer a single gateway to the Internet.
In this context, promptly detecting network outages is fundamental: Mobile Network Aggregators (MNAs)
do not have control over the visited network infrastructure, and they offer connectivity to a huge number of
possibly unmanaged devices. However, this activity is currently a painstaking process carried out manually by
network engineers, who review trends in control plane signalling messages that are forwarded in the Mobile
Network Aggregators (MNAs) managed core. In this paper, we present Faro, a self-supervised solution for the
automatic detection of network outages. Faro leverages a contrastive learning framework that is particularly
suited for this scenario, characterised by very skewed input data, few samples, and the use of confidence scores
to automatically detect changes in the input data. We evaluate Faro using a real-world dataset comprising more
than 5 million control plane messages across multiple countries and over 6 months, demonstrating its ability to
accurately diagnose all outage scenarios in less than 15 minutes.
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1 Introduction
Mobile Network Aggregators (MNAs) such as Airalo [1], HolaFly [3] or Emnify [2] are an increasingly

popular trend in the mobile network ecosystem [5, 43]. They differ from Mobile Virtual Network
Operators (MVNOs) as they offer customers mobile connectivity globally by using multiple Mobile
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Fig. 1. Overview of the relationship between MNA and customers describing a possible flow in case of
undetected outages.

Network Operators (MNOs) instead of just one, and connecting through the one that best suits the
customer’s needs at any given moment. This very flexible paradigm is especially well suited for the
Internet of Things (IoT), as manufacturers can have a commercial agreement with just one MNA and
enjoy seamless connectivity worldwide by visiting the networks of several MNOs. Enforcing high
Quality of Experience (QoE) standards for customers is hence paramount, as sudden outages in one
visited network can cause the disconnection of a very high number of unmanaged smart devices that
depend on Internet connectivity.

Indeed, this is a challenging task to be performed from the MNAs’ perspective: they do not have
access to the MNO infrastructure, since only the core is operated by the MNA, and the only available
information comes from control plane signalling traffic, usually authentication and registration
messages. One of the most frequent, yet difficult to discover, root causes of service degradation are
short-term outages occurring in the visited networks. These aspects, combined with the typically very
broad geographical extent covered by IoT devices, make the currently adopted manual verification
performed by the MNAs’ network engineers a painstaking process, as it entails the analysis of
hundreds of thousands of data samples at the same time.

This calls for semi-supervised solutions to address this problem, as currently state-of-the-art
manual procedures employed by MNAs limit detection efforts to a small subset of operators or even
customers operating on a set of specific MNOs, creating a cascading set of inefficiencies: engineers
are forced to perform a tedious, error-prone, mostly manual, and time-consuming task, and achieve
very limited coverage of the problem surface. Figure 1 depicts the scenario where an MNO that is not
actively monitored by the MNA may experience an outage, prompting the customer to raise a ticket.
Only then, the MNA network engineers investigate the problem and apply appropriate actions to
mitigate it. However, this lack of a proactive approach can cause delays in the reaction from the MNA,
ultimately reducing customer satisfaction. This creates a strong incentive to identify new diagnostic
tools that can operate self-supervised, improving detection coverage and reducing manual effort.

In this paper, we propose Faro, an unsupervised Deep Learning (DL) solution for the identification
of service outages for worldwide IoTs MNAs, with the following characteristics:

1 Resiliency to Data Skewness. The working assumption is that the network, only in exceptional
conditions, is suffering outages as shown in [20]. Thus, the vast majority of the data analysed
by IoT MNAs does not exhibit unwanted behaviour, leading to a severe skewness in the training
data. We overcome this problem by employing contrastive learning techniques on top of an
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Siamese Neural Networks (SNN), separating faulty behaviour from normal network operation
through a triplet loss. By training the SNN, the model learns to differentiate the characteristics
that indicate a malfunction from those that are within a normal operational range.

2 Limited data labelling. Connectivity data arriving at the IoT MNAs are overwhelming (with
an average of 55 million control plane messages per day) and including outages only for a
minimal period. This makes data labelling for training a supervised model hard: hence, Faro
training has been designed to be as efficient as possible, leveraging only a very limited amount
of labelled data, and self-labelling unlabelled samples leveraging the Curriculum-Learning
(CL) [8, 18] technique. This makes Faro a self-supervised model that can be used in the wild.

3 Confidence Score. Having a model that self-labels and autonomously assesses samples,
to detect whether they are coming from an MNO that is suffering an outage, requires a
control mechanism to constantly assess the quality of the taken decision. For this reason, we
integrate in the Faro framework a confidence score that can be leveraged by network engineers
(or automatically through a threshold-based algorithm, as we propose) for model lifecycle
management, i.e., to trigger a retraining or sandboxing of the decision taken by the model.

Faro addresses these requirements by providing a scalable and label-efficient solution for anomaly
detection in real-world deployments. This allows for broader coverage, reduces the operational burden
on engineers, and enables faster, more consistent detection. By aligning learning objectives with
the structure and constraints of real-world data, Faro contributes both a scalable anomaly detection
framework and a practically applicable solution that advances the state of the art in self-supervised
monitoring of mobile infrastructures.

We validate Faro over a large-scale dataset that collects information from an IoI' MNA operating
worldwide, emulating the real-world operation of an MNA connecting several MNOs worldwide.
Faro detects 93.3% of the outages in less than 10 minutes from their beginning during a supervised
evaluation. Extending our test to a self-supervised scenario over the data collected from 119 MNOs
Faro can identify outages for which we only had coarse information (i.e., the day when they happened).

The paper is structured as follows: Section 2 lays the grounds of the problem, discussing current
industrial methodologies, the state-of-the-art solutions for anomaly detection algorithms in mobile
networks, and the data acquisition setup used for this work. Then, in Section 3, we discuss the design
of our solution, detailing all the elements that fulfil the requirements discussed above. We show the
performance of our approach in Section 4, before concluding in Section 5.

2 Context

Detecting outages is a complex task that exhibits heterogeneous levels of maturity: while in the
literature there are Artificial Intelligence (AI) based solutions for the problem, their complexity or
their supervised nature often makes them not suitable for their application in a production system. In
this section, we review the relevant solutions in the state-of-the-art and present the details of the data
used to design Faro.

2.1 Limitations of current approaches

In commercial MNAs and broader telecommunication infrastructure, anomaly detection and outage
identification are typically performed using rule-based monitoring, threshold alarms, and manual
inspection of aggregated Key Performance Indicators (KPIs). These systems rely heavily on domain
expertise and historical baselines, often lacking adaptability to evolving traffic patterns or unseen
failure modes. Alarms are triggered when metric thresholds are breached, but these thresholds are
often statically defined, leading to high rates of false positives or undetected anomalies in skewed or
low-volume regions of the network.
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Furthermore, the detection of service outages often depends on indirect indicators such as sudden
drops in traffic, surge in attach failures, or changes in core signalling patterns (e.g., PDP context
creation/drop ratios, Update Location events). These signals are aggregated over temporal bins (e.g.,
per-minute summaries), which limits fine-grained analysis and makes manual triage laborious and
reactive rather than proactive. To bridge this gap, there is a growing need for intelligent, data-driven
solutions that can operate in a fully automated manner while still supporting expert oversight. Our
work is motivated by this practical context and proposes a system that leverages similarity learning
and self-labelling to continuously adapt to evolving patterns in real-world data while maintaining
trust through human-in-the-loop validation.

2.2 Anomaly detection for network data

Anomaly detection in complex systems such as telecommunications and IoT infrastructures faces
significant challenges due to the high volume and velocity of data, limited ground truth availability, and
the presence of data skewness and noise. Traditional supervised learning proves largely impractical due
to the prohibitive cost and delays of manual event labelling. For example, in telecommunications, prior
work shows signalling message statistics can reveal network incidents [39], highlighting the inherent
value of control plane data even without machine learning. Although such domain-specific insights
are crucial, they are often insufficient alone, driving the field’s increasing interest in unsupervised,
semi-supervised, and self-supervised learning paradigms to overcome these limitations.

Recent surveys provide a broad overview of this evolving landscape. General-purpose anomaly
detection methods for IoT and time-series data span a spectrum, from statistical models to advanced
deep learning approaches and hybrid systems, all designed for robustness and scalability in noisy,
real-world environments [11, 16, 45].

In MNO environments, DL techniques are crucial to analyse vast streams of network performance
data, call detail records, and signalling messages. Architectures like autoencoders and LSTM-based
predictors are frequently used to capture sequential dependencies in network traffic and detect
deviations from the learnt dynamics that could indicate outages or security breaches [4, 29, 30].

Generative adversarial models [46] also find application in learning complex normal network
behaviours. However, these reconstruction- or prediction-based methods often struggle with the
dynamic and highly imbalanced nature of real-world network anomalies, frequently requiring extensive
tuning or being sensitive to novel, unseen failure patterns.

Anomaly detection in IoT, by contrast, often deals with a wider heterogeneity of devices, resource
constraints, and diverse data types from sensors to industrial control systems. Here, deep learning
approaches, including various encoder-decoder architectures [7, 37], are adapted to handle varying
data rates and device-specific anomalies [38]. The emphasis often shifts to lightweight models or edge-
based processing because of device limitations. Across both MNO and IoT contexts, ensemble methods
remain a common strategy to improve robustness amid noise and limited supervision [4, 30, 38].

Given the inherent scarcity of labels across both telecommunications and IoT, self-supervised
and semi-supervised learning have emerged as crucial paradigms. Contrastive learning has proven
particularly effective for representation learning without explicit labels, producing semantically
meaningful embeddings that strongly support downstream tasks like anomaly detection. Foundational
work on pairwise and triplet-based similarity learning [15, 19, 40] paved the way for more recent
advancements such as SIimCLR [13] and MoCo [21]. Surveys categorise these methods and explore
their diverse applications in both temporal (e.g., MNO traffic patterns) and structured (e.g., [oT device
sensor readings) domains [23, 24].

Building on this, SNNs, which learn embeddings by processing input pairs through shared-weight
encoders, have been widely adopted in few-shot and anomaly detection tasks. These architectures are
particularly suited to scenarios with scarce labels and class imbalance. For example, few-shot Siamese
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models have been proposed for anomaly detection in industrial cyber-physical systems [47], and
intelligent IoT systems [42], showing strong generalisation from minimal supervision. The FaceNet
model [34], while designed for face recognition, remains a canonical reference for contrastive and
triplet-based metric learning.

Furthermore, semi-supervised learning strategies offer another way to reduce the dependence on
explicit labels. Approaches like consistency regularisation and pseudo-labelling frameworks, such as
FixMatch [35] and DASH [41], leverage model confidence to iteratively expand labelled sets. These
approaches are especially useful in scenarios where operators can only provide a small number of
labelled examples, typical of many real-world anomaly detection pipelines.

To operationalise machine learning in settings with limited ground truth and dynamic behaviour,
Human-In-The-Loop (HITL) learning is gaining increasing attraction. Active learning [33, 44] and
few-shot learning techniques [6] have been proposed for intrusion detection, IoT security, and other
applications, allowing models to query experts strategically or generalise from minimal data. These
methods contribute to improving trust and explainability in deployed systems.

Our work critically builds upon these established foundations by combining contrastive represen-
tation learning with a novel confidence-based self-labelling framework and the option for human
feedback. This unified approach directly addresses three core challenges inherent in real-world
anomaly detection systems: label scarcity, data skewness, and operational interpretability. Ultimately,
Faro aims to narrow the persistent gap between theoretical advancements in machine learning and the
practical constraints of deploying such systems in dynamic, high-volume environments.

2.3 Real-World dataset

As global IoT connectivity scales, managed connectivity providers often acting as MNAs play a
central role in enabling worldwide device deployment without operating their own Radio Access
Network (RAN). Instead, they rely on roaming agreements and global mobile core infrastructure.
Consequently, all devices in such networks are continuously roaming. These devices first connect
to a local (visited) network and then access their home network via the IPX backbone, using a
home-routed roaming approach. In this setup, not only user data but also signalling traffic (required
for authentication, session establishment, and mobility management) is routed through a complex,
multi-stakeholder infrastructure.

Fig. 2 shows this roaming architecture for a 4G setup. It illustrates the flow of control-plane
signalling and user-plane traffic across the visited network, IPX carrier, and home network. The
Mobility Management Entity (MME) in the visited network handles mobility and session control, while
the Home Subscriber Server (HSS) in the home network manages user identities and subscription
information. These components communicate via the Diameter protocol (shown in red), using
signalling messages such as Update Location for mobility management. Simultaneously, user-plane
session management and data tunnelling are handled via the GTP-C protocol (shown in blue), with
messages such as Create PDP Context and Delete PDP Context exchanged between the Serving
Gateway (SGW) and Packet Gateway (PGW).

2.3.1 Dataset collection. The dataset (later identified by D) used in this study was collected from
an MNA that fits this architecture. It includes aggregated features derived from GTP-C signalling
messages (specifically, Create PDP Context and Delete PDP Context, captured at the PGW) marked
in blue in Fig. 2. It also includes mobility-related signalling messages such as Update Location and
Update GPRS Location, indicated in red in Fig. 2. The data is aggregated per minute per MNO, and
different statistical features (reported in Table 1 in the Appendix) are computed for each time bin.
Each row in the dataset represents a one-minute interval for a specific operator, forming a two-
dimensional time series indexed by timestamp and operator ID. Each entry includes 14 numerical

Proc. ACM Netw., Vol. 3, No. CoNEXT4, Article 35. Publication date: December 2025.



35:6 Mattia Milani et al.

4—:-{ IPX Carrier } ‘LPGW H

< Diameter Signaling | ,ﬁ —— GTP-C
-{ ‘ |_HSS — Diameter

End
Device

Visited Network

Fig. 2. End-to-end roaming architecture showing signalling (red: Diameter, blue: GTP-C) between visited and
home network components in a 4G loT deployment.

features that summarise core network KPIs. These include counts of successful and failed attach or
PDP context requests, uplink data attempts, and alerts triggered by unsupported or blocklist operator
selections. In the pre-processing step described in Section 3.1, the dataset is extended to 40 features.

This dataset allows the validation of Faro in a realistic scenario with data samples measured directly
in an MNA core network and meaningful signalling traffic KPIs. Although the data used to train and
test Faro has been collected in a live 4G industrial environment, Faro has been designed to operate
seamlessly over 5G and beyond mobile networks. In fact, the metrics reported in Table 1 can also be
mapped to 5G measurements: for example, the number of received PDP context creation requests can
be easily translated into the number of received PDU session establishment requests.

3 Design of Faro

In this Section, we discuss the fundamental building blocks used by Faro, and how they build towards
a carrier-grade solution for detecting outages in a MNA. The overall framework is depicted in Fig. 3.
Data is collected from the core network managed by an MNA, eventually separated into labelled
subsets belonging to normal operation and outages. The samples coming from these distributions are
used in a contrastive learning solution, which leverages an SNN to tell apart in an embedding space
samples belonging to different classes (red arrows in Fig. 3) and moving closer samples coming
from the same classes (blue arrows in Fig. 3). Through a distance layer, new samples are classified
according to their category, and this information is used to further enrich the training dataset with
newly labelled data, not available in the first iteration. Finally, a confidence score is computed for
each classification decision. Samples with low confidence will raise an alarm that can be handled by
a human or, as we propose in this world, automatically trigger a re-training.

3.1 Dataset description

Two main sets compose the dataset D collected as described in Section 2.3. The first is a labelled
subset, consisting of 6 months of data from 6 MNOs operating in six different countries, from
June to November 2022. Each time bin is manually annotated through collaboration with domain
experts, indicating if it belongs to normal operations or to a network outage. This subset includes
approximately 1.9 million samples, with outages representing a minority class due to their relative
rarity. The second subset is unlabelled and includes data from a broader set of operators (119) over a
period of one month (September 2024), totalling around 5.1 million samples for 53 different countries
on six continents. The only information provided for this portion of the dataset, identified by a human
expert, is that 3 known operators experienced at least an outage on a specific date. Neither the time
interval for such an outage nor information about other potential outages on any date is available.

3.1.1 Pre-processing. As mentioned in Section 2.3.1, we expand D from the initial set of 14 numerical
features into 40 features by computing additional statistical metrics. This list, detailed in Table 1 in
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Fig. 3. Faro infrastructure visual representation.

the Appendix, has been constructed after a careful analysis of the dataset characteristics. We then use
this extended version to derive the training, validation, and testing sets for our model.

The objective is to generate samples from raw time-series data, discretised into 1 min time bins, a
value we use to balance the noisiness of the data with the agility in identifying an outage. Each sample
includes a look-back window of 120 min, allowing the model to capture the temporal dynamics of a
possible outage event, estimating outage probabilities using statistics derived from raw KPIs trend
changes within the selected time window. The duration of labelled outages in the dataset spans
from 150 min to 67 h: for this reason, we use a 120 min look-back window to find a balance between
covering a sufficiently long part of the outage event while avoiding overreacting to transient variations
in KPI trends.

Following this procedure, we obtain for each MNO a curated time series describing the evolution
over the last 120 min. In the subset of the dataset where labels are available, they are assigned to
the post-processed data samples: a sample is labelled as an outage if at least one minute within the
window shows an outage behaviour. Otherwise, it is marked as normal operation (i.e., no outage
occurs within the 120 min interval). As the sliding window moves forward, overlapping samples
during an ongoing outage will increasingly contain anomalous data; still, the label remains binary.

This labelling strategy is motivated by the fact that outages are temporally contiguous. Thus, a data
sample containing a 1 min outage indicates either the start of an outage (if the 1 min slot is at the end
of the sample) or the end of an outage (if it is at the beginning). This pre-processing step enhances
the ability of Faro to anticipate outage detection compared to state-of-the-art approaches.

The full set of statistics is reported in Table 1 in the Appendix, alongside their description. In
total, each sample contains 40 features: some of them are aggregated using a roll function, which
computes multiple statistical indicators over the time windows, others use a lag function that uses
the exact value of the metrics at the beginning of the window.

3.2 Similarity learning

SNNs[14, 34, 36] are a type of Deep Neural Network (DNN) specialised in identifying and aggregating
samples that exhibit similar features to each other and telling them apart from the different ones,
falling into the category of contrastive learning techniques. SNNs owe their name mainly to the
fact that their architecture uses two or more identical subnetworks that share the same weights and
parameters. In this way, multiple inputs are processed at the same time by the network. SNNs map
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input samples onto an embedding space (in Faro, represented in a 16-dimensional space) that can be
used to subsequently cluster and classify them, according to their mutual distance and labels.

In Faro, this effect is achieved by training the network with a triplet loss function[17, 34, 40].This
function uses a triplet (s, sq, s—), Where s, is the anchor sample considered for training and s, s_ are
the positive and negative references. Hence, in Faro, if s, label is normal behaviour, then s, and s_
are samples drawn from the normal and misbehaving sets, and vice-versa.

Once the triplet samples are mapped in the embedding space, Euclidean distances d(s., s;) and
d(s-,s,) (also abbreviated in d., and d_,) are computed to quantify the sample similarity, and finally,
the distances are minimised using Eq. (1):

I'=max (0, ||d(s+. sa)ll2 = [ld(s-, sa)ll2 + p) )]
where p is a parameter used to enforce a minimum distance by which the negative reference must be
farther from the anchor than the positive one.

During one training backpropagation step, the optimisation of Eq. (1) achieves the goal of grouping
s; and s, while telling s, and s_ apart. An illustration of a SNN is depicted in Fig. 3, where f identifies
the entire neural network, which is divided into f, that transforms samples into embeddings, and the
d layer to compute distances. Then, from the two distances, we compute the label according to their
ratio in the embedding space, as follows:

d(s-,Sa)
" d(sy,sa) +d(s_, sq)
Where p represents the probability that a belongs to the same class of s_, which translates into an
outage probability when s_ comes from that set of samples.

@)

p=1

3.3 Making Faro self-supervised

As discussed in the literature [34], the selection of the training samples is key for the performance of
SNNs. Ideally, samples that belong to different categories and exhibit heterogeneous features provide
the best results for the model. We call them easy samples. However, the training dataset obtained
after pre-processing contains data samples, e.g., the ones with few time bins labelled as outage, that
cannot be clearly marked as outage or normal operation. We call them difficult samples.

Furthermore, in the scenario targeted by Faro, data is skewed: it is expected that visited networks
are mostly exhibiting normal operation, while exceptionally presenting characteristics that indicate
an outage.

This skewness (in the training dataset, only 4.95% of the samples are classified as outage, but there
we focus on MNOs that at some point in time had an outage, so the real fraction in the full dataset is
much lower) limits the extent of the usable data for training, as using a too unbalanced training set
certainly leads to poor performance when the model is used in inference.

These limitations, i.e., skewness and different levels of difficulty in the data samples, hinder the
abstraction capability of the DNN. Indeed, training cannot be performed mixing difficult and easy
samples from the start, because the model will not be able to correctly distinguish them.

In Faro, we solve these problems first by employing a contrastive learning technique, and second,
with a CL [18, 28] technique to incrementally introduce more difficult and heterogeneous samples
into the training dataset labelled in a self-supervised fashion. The basic idea behind CL is to start
only from a small set of easy samples belonging to each of the two categories to build stronger
generalisation foundations in the SNN.

Samples that do not belong to them are then iteratively classified as follows: after the model is
trained with the initial easy samples, it is used in inference to classify unknown difficult samples.
These are re-injected into the training dataset with the label assigned by the model, the model is
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Algorithm 1 CL-Clustering function

1: procedure CL-CLUSTERING(f,, N s 5, Dy, Dy)

2: N¢,0¢ fe(ﬁ ,0) > Reference embeddings generation
3 eN, e — Clustering(]’\‘fie, 0¢ ) > Clustering and extract centroids
4 D4 « f.(Dg) > Transform Dy into the embedding space
5: diq,d_, < GetDistances(en, eo, Dg¢) > Get cluster centroids distances
6 lg « GetLabel(diq,d_q, picr) > Distances to labels
7 D; « Append(Dy, ly) > Add Dy samples to D,
8: return D, > Return updated set
9: end procedure

re-trained, and the set of unlabelled difficult samples is re-evaluated. The controlled injection of new
samples acts as a specialisation phase, where the SNN refines the weights to enhance its generalisation
capabilities. This sequence is repeated until the SNN reaches a plateau, meaning that the model
cannot further improve the quality of its categorisation.

3.3.1 Faro initial training. As described above, to implement CL, the labelled subset of the initial
dataset O is split into three categories: two easy, containing data samples belonging to normal
operation and outage; called Nand O, respectively. In particular, samples with at least 10 minutes
of data labelled as outage within the 120 minute interval belong to O. We set this as our SNN can
effectively dissect them with very high accuracy with the above threshold. The third category contains
the difficult cases (called D), which are the samples harder to categorise given a shorter outage time
interval. Samples that exhibit outage data for a time interval between 1 and 9 minutes over the last
120 minutes belong to this category. At this point, training, validation, and test datasets are generated
(respectively identified by Dy, D, Dyest): Dy initially contains only data samples from N and 5, while
D, and Dy.; also use D.

As mentioned in Section 3.2, the SNN infrastructure requires an input triplet (s, s4, s—). To respect
the real-world skewness of the data (with sporadic outages over the whole dataset), we also applied a
balancing function while generating Dy, so that it contains 99% samples from N as s, and 1% from
0. Training triplets s; and s_ are selected accordingly, while samples in D, and D;.s; are equally
balanced. The SNN is initially trained over D, while samples from D that were not included in D, and
Dyest, are placed into Dy set for the proposed CL algorithm (named CL-Clustering) as described
next. This is to keep D, and D;.s; sets consistent for performance evaluation.

3.3.2 In-Training Clustering Exploitation. To maximise the effectiveness of the CL approach when
used in a production system, we propose the CL-Clustering algorithm (detailed in Algorithm 1),
which leverages inference time decisions to autonomously label samples that were unknown (or not
used because difficult) during training time.

The triplet selection process described in Section 3.2 plays a critical role during the SNN training
[34]. Applying the state-of-the-art CL technique implies randomly selecting at every iteration, s,
and s_ reference samples from the respective categories. This results in several disadvantages, as a
wrong selection may induce a counterproductive effect on the network. In contrast, CL-Clustering
selects reference samples based on the embedding space generated by f, after the initial training,
harvesting cluster information and using it to optimise the triplet generation, leading to multiple
benefits over state-of-the-art CL techniques[28, 34]: (i) more deterministic and stable comparison
samples resulting in more accurate and precise decisions; (ii) smaller memory footprint, since only
the centroids of the clusters are kept in memory and refined over time, instead of all the data samples
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belonging to the different categories; (iii) reduced inference time, since only the embedding relative
to the anchor data sample needs to be evaluated for comparison with the clusters centroids (which are
already part of the embedding space). CL-Clustering has three main steps:

1 Reference embeddings generation, i.e., by transforming N and O through f. initially trained
over D;, we obtain N¢ and OF, two sets of embedding representing the space where the
samples clearly belonging to each of the categories (i.e., easy samples) are projected (line 2 in
Algorithm 1).

2 Clustering, to compress these obtained sets into two representative points ey and ep. This
operation, executed in line 3 of Algorithm 1, clusters the samples associated with the two sets
and then computes two representative centroids.

3 Labelling against centroids, to leverage the obtained centroids to label the difficult data
samples (lines 4-7 of Algorithm 1). All samples from Dy are used as s, and projected through
f. operating in inference mode, into the embedding space. After that, the distances in the
embedding space between the produced embedding and the cluster centroids are measured.
Such distances are then analysed to identify if they should be labelled as one of the two
categories (if d,4 is lower than d_, then the difficult data sample is labelled as normal operation;
conversely, it is labelled as an outage). The final label is decided using a margin pcy smaller
than p used in training. That is, if |dy, — d_4| < picr, then the data sample is still undecided
as f cannot safely classify it yet, and therefore contrary to the labelled data samples is not
introduced into D; and kept in Dy for the next CL iteration. The updated D; dataset is used
to train the SNN, and the CL procedure is repeated (Note: at every CL iteration, all samples
originally part of D, are re-evaluated. Indeed, the SNN evolving and acquiring new knowledge
may decide to label Dy samples differently. At the end of every iteration, the original Dy, i.e.,
the one containing only samples from N and O, is extended with labelled samples from Dy).

By using this approach, Faro can be used in a self-supervised fashion, letting the model capture
new trends for both categories.

3.4 Confident online learning

When using a DNN solution in production, especially in an unsupervised or self-supervised fashion,
it needs to adapt to the possible environment changes, or react to situations that were not included in
the training data. A system used to detect outages, such as Faro, is even more prone to this fact, as the
training dataset is naturally skewed, and new outage patterns may arise after the model is already
deployed in production. For this reason, it is important to enforce countermeasures to let the model
evolve even after the initial training is concluded.

Training at regular intervals, introducing new labelled data, is beneficial as the DNN is constantly
exposed to new samples. However, this is not applicable in the MNA case, due to the sheer amount of
unlabelled data. Instead, we devise a confidence metric, used by Faro to self-assess the quality of the
decisions taken.

We begin with the model f. (excluding the final distance layer), which, using Nand O, produces
two clearly distinguishable clusters of points, as explained in Section 3.3.2 and illustrated in Fig. 4.
When a sample is evaluated during inference by f,, there are three possible outcomes with respect to
these clusters:

e The sample is transformed into an embedding that is located close to, or even inside, one of the
two clouds. For this sample, the confidence is high.

e The generated embedding falls between the two clouds as shown in Fig. 4a, due to, e.g., a
transition phase related to an imminent change in the label. For instance, the data gathered
from an MNO is changing, indicating the beginning of an outage. In this case, even if the final
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Fig. 4. hvisual representation, the two clusters are hypothetical and generated through f;, using N and O.
The colour identifies the distribution of samples.

classification is not conclusive, the confidence should be high, as this is an expected behaviour
of the system.

e The sample is transformed into an embedding that is located far from both clouds, as depicted
in Figs. 4b and 4c. This suggests uncertainty in the decision (even in the case that is closer to
one of the two classes but still at a high distance as in Fig. 4¢), as the SNN cannot match the
input to any of the known classes. In this case, even if the loss evaluated through Eq. (1) is still
low, the confidence should be low, indicating that the SNN cannot categorise the input sample.

The confidence metric, detailed in Section 3.4.1, allows distinguishing between the last two events
detailed above (i.e., events that could not otherwise be differentiated by observing the loss function
alone) by monitoring a single value. Thus, by analysing this metric, Faro can be re-trained on demand,
resorting to a human in the loop only when the confidence in the decisions is low.

This entails that manual labelling is required only for the samples that need attention. Also, the
amount of data that is introduced as new for the re-training set is, in principle, lower (i.e., only the
one that yields low confidence). This allows the SNN to directly learn from these difficult samples
without re-introducing a huge amount of easy ones, improving the quality of data used for re-training.

3.4.1 Inference confidence. We define a confidence metric, denoted as o(h, k), which quantifies the
model’s certainty in its decisions. This is achieved by triangulating the new sample with the two
reference centroids (leveraging the cluster information obtained at the end of the training phase), as
shown in Eq. (3), where h represents the height of the triangle formed using ey, e, and e, as vertices.
Given the triangle’s perimeter, the height is computed using Heron’s formula [25]. The confidence
value is then obtained by applying a decreasing sigmoid function: the greater the height of the triangle,
the lower the confidence, and vice versa. The steepness of the sigmoid k drives the sensitivity of the
confidence (the higher, the faster the transition towards a low confidence zone and viceversa), while
the fixed displacement shifts the sigmoid such that when £ is at its minimum (i.e., equal to 0), then
o(h, k) is at its maximum (i.e., ~ 1). For this reason, in Faro, we set the displacement shift to 5.

3

Leveraging on the defined confidence metric, we design a simple yet effective threshold-based
algorithm by setting a minimal confidence requirement, and an hysteresis mechanism (identified by
Y« and 0, respectively), that automatically flags input samples as uncertain, triggering the need for
human intervention. Setting y,, and 6, values depends on the use case, but also on the margin value y
used during training (a larger y separates the clusters more in the multi-dimensional space). For our
experiments in Section 4.4 we identified y,, = 0.7 and 8,, = 0.25 as good boundaries using y = 0.5.

1
O'(h,k):].—m
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Once Eq. (3) is applied fixing k = 9 to the selected thresholds, the obtained values are o(y,) = 0.35
and o(6,) = 0.95 meaning that a sample is flagged as uncertain if its confidence metric o is lower
than 0.35 and can be considered determined only when its o score becomes higher than 0.95.

Once evaluated, those samples can be introduced into Dy, triggering a re-training of the model
that can eventually correctly capture the new kind of outage (or normal operation). o(h, k) can
then be monitored directly during the inference without the need to deploy additional models or
strategies for data drift detection to track Faro performance (as normally implemented in a production
environment).

4 Experimental evaluation

To validate the solutions presented in the previous sections, we adopted an experimental campaign
using the dataset described in Section 2.3 over 3 different scenarios:

e Labelled dataset + CL-Clustering: In Section 4.1, we discuss the performance obtained by
training Faro on the labelled portion of the dataset D. In this scenario, the improvements
provided by the CL-Clustering technique (introduced by generating reference embeddings
using the clustering information described in Section 3.3.2) are assessed to test the effectiveness
of the proposed solution and its capability to anticipate outage detection. This approach serves
as the baseline for the other scenarios as it is not feasible in a production environment due to
its supervised nature (data labelling in a live environment is a time-consuming process, which
is incompatible with the need for promptly identifying ongoing outages).

e Online inference: In Section 4.2, the effectiveness of Faro in a production environment is
evaluated. Faro is tested on the unlabelled portion of D, i.e., the dataset portion for which no
labels are provided—except for three days (one per operator) in which at least one outage has
been identified by human experts across three operators (out of 119)—emulating data collected
from a live network with no prior insights. In this scenario, we evaluate Faro’s ability to detect
outages and fluctuations that remain unnoticed by classical data analysis approaches, as well as
its operational efficiency in a production setting.

e Model lifecycle management: In Section 4.4, we evaluate the usage of the confidence metric
o(h, k) as a means to detect potential drifts in model behaviour. By monitoring this value, Faro
can promptly identify emerging trends in the live network and trigger retraining by including
only new meaningful samples in D;. In this scenario, the performance of Faro with and without
retraining are compared.

All the code used to generate the results is openly published! to foster reproducibility.

4.1 Accuracy in a controlled environment

We start the evaluation by analysing the SNN used to classify outages and normal operation, starting
from labelled data. In this setup, we also evaluate how the CL-Clustering approach can improve
supervised training by iteratively training on more complex samples. We refer to them as Baseline
and CL-Clustering, respectively, in the following. We also benchmark our solution against three
approaches already used in the state of the art: one based on Contrastive loss function [13] coupled
to the same DNN architecture used in Faro, and two solutions not based on DNNs: Random Forests
(RF) [22] and XGBoost [12]. Contrastive loss-based approach represents an alternative to the triplet
loss function to deal with similarity learning problems. Conversely, Contrastive loss expects in
input a pair of samples, and its optimisation aims to group them in the case they belong to the same

Uhttps://zenodo.org/records/17243564, Siamese experimentation framework

https://doi.org/10.5281/zenodo.17243283, CURE algorithm using tensorflow
https://doi.org/10.5281/zenodo.17243279, library used to generate figures
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Fig. 5. Confusion matrices for RF, XGBoost, Contrastive, Baseline and CL-Clustering approaches over
Dyest (top row) and on difficult samples only (left side, bottom row). Cumulative outages detection probability
over time (right side, bottom row).

category, while to split them apart in case the input samples belong to different categories. Thus, for
the Contrastive based approach, the SNN is composed of two identical subnetworks that share the
same weights and parameters, identical to the one utilised by Baseline and CL-Clustering.

RF and XGBoost represent two solutions not based on DNNs that are commonly employed for
classification tasks. These solutions do not process pair or triplet of samples in input at the same time;
they only analyse one input sample at a time, and their parameters are tuned to correctly classify it as
normal operation or outages.

Results are shown in Fig. 5. The top row is related to the quality of the solutions, displaying
the performances of all the approaches over the labelled portion of D (Dy.s;), starting with RF and
XGBoost and continuing with the DNN techniques. While both the Contrastive and Baseline (37¢
and 4" matrices) use the same network architecture, the results are slightly different in favour of
the latter. However, both techniques present a non-negligible amount of samples, ~33%, incorrectly
labelled as normal traffic. The situation is even worse when considering RF and XGBoost, which
can perfectly capture normal traffic behaviour, but miss the hidden complexities in the outage
scenarios, offering much lower performances. While almost all solutions have perfect scores on
predicting normal operation, identifying outages as normal operation is halved by CL-Clustering
compared to Baseline (17% vs 32%) and one third of RF (49%). Concerning the detection of outages,
CL-Clustering improves between 15% and 32% the accuracy on this category (50% vs 67% Vs
82%). Errors in this category, i.e., predict normal operation samples as outages, are negligible.

The gain brought by CL-Clustering is especially evident when comparing the performance
focusing on difficult samples in D;,; (lower-left confusion matrix in Fig. 5). This part only contains
data samples experiencing subtle variations from normal operation, and CL-Clustering can detect
most of them, inverting the trends comparing with Baseline, i.e., moving from a majority of errors
(outages that would have gone unnoticed) to a majority of hits.

Another important metric in Faro is its ability to rapidly detect an outage. The lower-right plot in
Fig. 5 illustrates how the probability of detecting an outage increases the longer the outage persists,
focusing on the first 20 min of each outage. After only 9 minutes, Faro is already able to correctly
identify the majority of outages, while the remaining cases are detected by 14 min.

These improvements are due to the application of the CL-Clustering algorithm, which subse-
quently improves the quality of the learning from a labelling procedure. This is illustrated in Fig. 6
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space using fe over N, O and Dy, dimensionality reduction applied through UMAP [27] (right).

left figure over subsequent iterations. Starting from all undecided samples in Dy, CL-Clustering
browses through them and assigns the labels. After a few iterations, the number of undecided samples
is already minimised, while the number of stable decisions also steadily increases over time. Thanks
to the correct categorisation of a major portion of the samples that belong to Dy (all samples in Dy
belong to the “outage” category), employing CL-Clustering, Faro can reach the level of accuracy
over Dy, presented in Fig. 5. The CL-Clustering procedure has a positive effect also on the
positioning of the samples in the embedding space, as illustrated in the second half of Figure 6 where
we employ UMAP [27] to represent them in 2-D. The plot on the left shows the placement of the
embedding for the samples belonging to the three sets at the end of the Baseline training. While
there are two clear clusters for the easy samples belonging to O and N, the ones belonging to D, are
often confused. Figure 6 also depicts the complexity of D, by assessing the duration of the outage in
each sample. The advantages of CL-Clustering are evident: while Baseline often misclassifies
samples with a large portion of outages, CL-Clustering mostly mistakes very hard samples, with
only a few minutes of outage in each. This demonstrates the reliability of Faro in detecting outages in
a controlled environment.

4.2 Online inference

When employing a data-driven approach, one of the biggest challenges is to evaluate its performance
once deployed in a production environment, i.e., over new data collected from a live network for
which no labels are available. In such a real scenario, the model should (i) be able to correctly classify
incoming data samples, providing useful insights to the MNA, and (ii) in case of data drifts, identify
them, and trigger countermeasures to align its operations with the new data. To this end, we evaluate
Faro performance on the unlabelled portion of D to assess its ability to operate in a real environment,
i.e., over unlabelled data collected in a different time interval (2 years after the labelled one used for
training) and with higher number of operators comparing with the training dataset D, (119 vs. 6) and
so a much higher number of samples (5.1 millions vs. 1.9 millions) as detailed in 2.3, emulating in
this way a live network scenario.

We first focus on data belonging to the 3 operators for which, as described in Section 2.3, the
unlabelled dataset provides dates of outages identified by human experts. Figure 7 presents the
behaviour of operators (11, 613 and 815) during the expected outages. The upper figures show, for the
sake of readability, the evolution over time of the 3 main dataset features used as inputs (i.e., the first
3 KPIs in Table 1), while the bottom part of the plots presents the outage probability p measured by
Faro. The red dashed lines represent the instant when Faro would raise an alert for the MNA. This
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Fig. 8. Outage probability p for all 119 MNOs in September 2024.

occurs when p is higher than 50% while the system goes back to normal operational state when p is
lower than 50%. The total outage intervals are mapped in light grey.

Faro correctly detects as expected at least an outage for all the operators, identifying even more
than one abnormal behaviour for all MNOs. Furthermore, as we can observe in the leftmost figure in
Fig. 7, Faro is robust to spikes, avoiding generating an alarm if a feature as F1 only deviates from
expected behaviour for a short interval. Faro is capable of timely spotting outages, as shown in the
central and right plots in Fig. 7, where multiple outages are correctly detected. This confirms that
Faro can operate in a real environment, over live data even if trained using a smaller dataset (with a
much less number of operators) demonstrating its great generalisation capability and thanks to the
introduction of CL-Clustering requiring lower computing (only the anchor part of the f, needs to
be deployed to obtain the embedding for comparison with the clusters centroids) resources.

We extend our analysis to all the operators included in the unlabelled dataset in Fig. 8, to assess
the outage probability at a larger scale. We can observe that outages are not frequent (for most of
the time, ~98.21%, operators are in the normal operation state), but are not isolated to the 3 MNOs
previously discussed. We can distinguish two main types of outages, one characterised by low p value
but longer duration (even multiple days), highlighted by a red circle in the upper right corner, which
probably represents normal changes in MNO network behaviour; and one characterised by higher p
values but shorter duration, highlighted by a blue circle on the left side.

Another interesting insight is that operators 30 and 31 experience, as depicted in their detailed
analytics in Fig. 9, outages almost simultaneously, with both exhibiting similar patterns in terms
of duration and severity. Since these MNOs serve the same geographical area, we hypothesise that
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Fig. 9. Outage probability p for two co-geolocated MNOs.

an external event, such as a power outage, affected both operators at the same time. An alternative
explanation is that one or both MNOs shared underlying infrastructure, and therefore an infrastructure-
level outage impacts them both. These results further support the notion that Faro can operate
effectively in a real production system with minimal manual intervention.

4.3 Faro explainability

While the Faro unsupervised features make it attractive for large-scale utilisation, they also pose
challenges to understanding why the system made a certain decision. Human-in-the-loop approaches
can be coupled with Faro to validate decisions in real-time, but further information can be extracted
from analysing the samples marked as outages.

We hence select the embeddings e generated by Faro for 91 090 samples classified as outages and
cluster them using the HDBSCAN [10] algorithm, optimising the Silhouette score [32] to obtain the
best number of clusters from the set. We processed them using two feature explainability algorithms,
namely LIME [31] and SHAP [26], to obtain the relative weight of the input features in each cluster.
Thanks to this analysis, we can tell apart the two main kinds of outages:

e User plane traffic anomalies: outages are identified thanks to spurious spikes and abnormal
behaviour in the amount of exchanged traffic (in both uplink and downlink). We found 15430
samples in this class, belonging to 107 operators.

¢ Control plane traffic anomalies: in this case, outages exhibit frequent User Equipment (UE)
(de-)registrations and re-connections, impacting the control plane of the network. We found
75 660 samples in this class, belonging to 119 operators.

This side information can be further leveraged by MNAs to specifically target interactions with
their final customers. Details on the most important features for each category are provided in Table 2
in the Appendix.

4.4 Model lifecycle management

In this section, we evaluate Faro lifecycle management capabilities leveraging o (h, k) metric over the
unlabelled portion of D, focusing on data from 3 MNOs (11, 30, and 714). We chose them because
they exhibit different behaviours: 11 exhibits long abnormal patterns with low p, while the MNO 30
presents a burst behaviour. Lastly, MNO 714 acts as a counter-test where Faro retraining should not
affect a very good behaviour. This diversification allows us to test the effectiveness of the approach
devised under different conditions. Fig. 10 depicts in the upper plot the outage probability p evaluated
by Faro, while at the bottom, the confidence metric o (h, k) is shown. MNO 11 has periods in which
the outage probability p is almost 0 and the confidence score is almost 1 meaning that no outages have
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been detected, while there are others where p is close to 50% but at the same time the confidence
score is very low, meaning that Faro identified patterns for which is not certain.

MNO 30 is characterised by a different behaviour: in the first part of September, the outage
probability p is almost 0 along with a confidence score almost equal to 1. Only around the 10th and
11th of September, it exhibits higher values of p along with a lower confidence score. In the second
part of September, the operator is characterised by unstable values of p followed by low values of
confidence score, meaning that Faro model was more uncertain about the taken decisions.

Finally, MNO 714 is characterised by normal operation for almost all the months except for a few
time intervals in which the outage probability p rises together with a low confidence score.

Following the insights provided by the confidence score o(h, k), data samples with low values
are collected and used for retraining Faro. For this experiment, only data samples up to the 11th of
September are considered for retraining, allowing the model to be tested on unseen data. In particular,
Fig. 10 highlights the subset of data used for retraining through colour patches, which indicate the
labels assigned to the samples by Faro. The sets of samples have been selected by applying the
threshold-based algorithm defined in Section 3.4.1, emulating a production environment where,
when the o (h, k) score falls below the defined values, it triggers a model retraining. We leverage f to
automatically label these samples before using them to retrain the model.

The results of the retraining are presented in Fig. 11, where the two models (original and re-trained)
are compared over the second part of the data samples (from 11th of September). For all operators,
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the benefits of promptly identifying changes in data patterns and triggering countermeasures are
evident. The re-trained model exhibits higher confidence scores, enabling more certain decisions
that help avoid false alarms, or even more critically, false negatives that might overlook outages.
Moreover, it is important to note that cases such as MNO 714 are not affected by the retraining of
Faro: the model was already able to classify its data samples with high confidence and continues
to do so after retraining. This confirms that by selecting for retraining only those data samples for
which Faro reports low confidence, we preserve the model’s correct operation while improving its
performance where needed.

Still, in the worst case scenario (i.e., when a re-training procedure does not improve the confidence
on subsequent evaluations), the load imposed by this procedure is affordable. In our dataset, the
median interval (recorded for each MNO) between two successive periods of low confidence (that
would trigger a re-training) is 1297 min (almost 22 hours), with the default settings used in Faro,
and can be further reduced (at the expense of precision) by decreasing the threshold value to, e.g.,
o(yy) = 0.175 increases the median to 1838 min. Hence, in the worst possible scenario, operators
need to retrain Faro roughly once per day.

4.5 Faro resource footprint

We trained and executed Faro on a COTS server equipped with an NVIDIA GeForce GTX 1070 GPU
with 8 GB of internal memory, a setup that was enough to train the model used in Faro in 250 minutes
on average. Faro also has a limited memory footprint as the model only uses 438.81KB with 112 336
parameters and can be executed in inference even on a CPU. In our GPU setup, an inference pass on a
set of 130 000 elements takes on average 4.45 seconds. Moreover, the proposed clustering approach
also improves the inference time compared to a standard triplet loss approach, where positive and
negative references are randomly selected. By using the cluster centroids, inference times can be
lowered to 2.25 seconds.

5 Conclusion

In this paper, we proposed Faro a self-supervised solution for the timely detection of outages for an
MNA scenario. Leveraging on contrastive learning techniques, Faro has been designed to promptly
identify outage events: when labels are available, Faro can correctly identify 93.3% of the outages
within 10 min and 100% in 15 min, much less than the time usually required for a ticketing system. We
also evaluated Faro in the wild using an unlabelled dataset where only coarse indications for outage
events were provided: all of them could be identified, while there is strong evidence that other detected
events were also happening in reality. Finally, Faro also provides a confidence score associated with
its operation that can be used by human operators to validate the solution while in production and to
automatically trigger the re-training of the model, further improving the adaptability of the solution.
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A Data Details

All the input features used by Faro contrastive learning solutions are reported in Table 1. The features
have been ordered depending on the importance computed using the Analysis of Variance F-Score [9]
from the most important to the lowest. This technique performs an analysis of variance of the features
isolated by the given class. A high F-Score indicates a significant difference between the given classes
on the same feature; therefore, such features are more useful to discern between the classes.
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Table 1. Features used by Faro.

ID Feature Name F-Score Type Description

1 medcross_n_cr_pdp 23019.62 roll # times n_cr_pdp crossed the median computed over the window

2 medcross_n_cr_pdp_success 23019.62 roll # times n_cr_pdp_success crossed the median computed over the window
3 medcross_n_ul_success 8989.14 roll # times n_ul_success crossed the median computed over the window

4 entropy_n_ul_alert_operator_not_supported 7825.72 roll Shannon entropy of n_ul_alert_operator_not_supported computed over the window
5 spec_entr_n_ul_gprs 7819.26 roll Spectral entropy of n_ul_gprs computed over the window

6 medcross_n_ul_gprs_success 7663.68 roll # times n_ul_gprs_success crossed the median computed over the window
7 entropy_n_ul_gprs_alert_operator_not_supported 7456.31 roll Shannon entropy of n_ul_gprs_alert_operator_not_supported computed over the window
8 quan95_n_ul 5630.24 roll 0.95 quantile of n_ul computed over the window

9 spec_entr_n_ul_gprs_success 5412.73 roll Spectral entropy of n_ul_gprs_success computed over the window

10 quan95_n_ul_gprs 4626.28 roll 0.95 quantile of n_ul_gprs computed over the window

11 tot_connline_n_ul_gprs 4329.22 roll Slope of the line connecting first and last point of n_ul_gprs in the window
12 medcross_n_ul 4252.45 roll # times n_ul crossed the median computed over the window

13 quan99_n_ul_gprs 3987.54 roll 0.99 quantile of n_ul_gprs computed over the window

14 quan99_n_ul_gprs_success 3731.38 roll 0.99 quantile of n_ul_gprs_success computed over the window

15 tot_connline_n_ul 3575.90 roll Slope of the line connecting first and last point of n_ul in the window

16 tot_energy_n_ul 3454.03 roll Total energy of n_ul computed over the window

17 max_n_ul_gprs 3314.20 roll Max value of n_ul_gprs computed over the window

18 quan_99_n_ul 3303.45 roll 0.99 quantile of n_ul computed over the window

19 std_n_ul_gprs 3293.11 roll Standard deviation computed on n_ul_gprs over the window

20 quan95_n_ul_success 3217.41 roll 0.95 quantile of n_ul_success computed over the window

21 tot_connline_n_ul_gprs_success 3164.77 roll Slope of the line connecting first and last point of n_ul_gprs_success in the window
22 max_n_ul_gprs_success 3142.80 roll Max value of n_ul_gprs_success computed over the window

23 spec_entr_n_ul 3063.38 roll Spectral entropy of n_ul computed over the window

24 meddiffmin_n_ul 2951.64 roll Distance between median and minimum of n_ul over the window

25 mean_n_ul 2841.47 roll Mean computed on n_ul over the window

26 meddiffmax_n_ul_gprs 2571.70 roll Distance between median and maximum of n_ul_gprs over the window

27 120_mean_n_ul 2506.06 lag Value of mean_n_ul 120 min in the past

28 n_ul 2443.47 Count Current value of n_ul

29 medquan90_n_ul 2361.70 roll Distance of median and 0.9 quantile of n_ul over the window

30 max_n_ul 2273.69 roll Max value of n_ul computed over the window

31 std_n_ul 2273.39 roll Standard deviation computed on n_ul over the window

32 median_n_ul 2273.04 roll Median computed over n_ul during the window

33 quan99_n_ul_success 1936.46 roll 0.99 quantile of n_ul_success computed over the window

34 spec_entr_n_ul_success 1690.64 roll Spectral entropy of n_ul_success computed over the window

35 std_n_ul_success 1613.96 roll Standard deviation computed on n_ul_success over the window

36 meddiffmax_n_ul 1562.47 roll Distance between median and maximum of n_ul over the window

37 max_n_ul_success 1478.65 roll Max value of n_ul_success computed over the window

38 meddiffmax_n_ul_success 1304.18 roll Distance between median and maximum of n_ul_success over the window
39 medcross_n_ul_gprs 1127.77 roll # times n_ul_success crossed the median computed over the window

40 day 10.78 Number  Day of the week as number
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Table 2. Main features characterising user plane and control plane related outages.

QOutage Category Most Relevant Features

— Uplink variability: n_ul
User plane traffic — PDP stability: medcross_n_cr_pdp_success, std_n_ul_gprs
anomalies — Quantiles of UL usage: medquan9@_n_ul, quan95_n_ul_gprs

— Temporal dynamics: mean_n_ul

— Alert entropy: entropy_n_ul_alert_operator_not_supported

— GPRS alert entropy: entropy_n_ul_gprs_alert_operator_not_supported
— Spectral entropy of GPRS success: spec_entr_n_ul_gprs_success

— Extreme quantiles: quan95/99_n_ul_gprs, quan99_n_ul

— Maximal successful location updates: max_n_ul_success

Control plane traffic
anomalies

B Faro explainability

The methodology discussed in Section 4.3 allowed us to dissect the features that characterise two
main kinds of outages in our dataset: the ones related to Control Plane metrics and the ones related to
User Plane metrics. Table 2 shows the most important features for each category.
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